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Abstract. Can early visual attention processes facilitate the selection
and execution of simple robotic actions? We believe that this is the
case. Following the selection–for–action agenda known from human attention, we show that central perceptual processing can be avoided or at
least relieved from managing simple motor processes. In an attention–
classification–action cycle, salient pre-attentional structures are used to
provide features to a set of classifiers. Their action proposals are coordinated, parametrized (via direct parameter specification), and executed.
We evaluate the system with a simulated mobile robot.
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Introduction

Artificial visual attention is a very active research domain in the field of computer vision. Even though earlier attempts have been made at computationally
modeling human visual attention, the work by Itti, Koch & Niebur [11] has triggered the visual attention boom of the last twenty years. The motivation behind
the many artificial attention approaches is to make the impressive capacities of
early human vision in selecting relevant from irrelevant information available
for technical applications. With an upstream visual attention mechanism that
rapidly generates regions of potential interest, subsequent visual processing, such
as object recognition, can be highly facilitated. Especially autonomous robots in
dynamic environments benefit from filtering the impeding—and at least to some
degree unpredictable—visual information. In this sense, attention is in service
of visual perception; it is the doorkeeper of higher visual cognition.
But is a filter for subsequent perception really the only job in which attention
can be beneficially employed? This paper (among others, e.g., [5]) argues “no”,
artificial attention can be effectively used in the selection and execution of actions, too. In a novel framework, we show how an “attend–classify–perform” cycle
facilitates the selection of appropriate robot actions in dynamic environments.
In earlier work, the role of attention in selecting among alternative actions
and providing information about potential targets has been neglected by the artificial attention community. One can even say that it is effectively ignored, given
the explosion of artificial attention methods that purely focus on visual perception. Especially research on “salient object detection” (see [6]) has contributed

massively to the growth of the artificial attention literature that ignores attentional selection for action.
Intriguingly, the neglect of actions in the early study of attention as well as
the later conclusion that both attention and action should not be studied in
isolation is also present in human psychological research [16]. After starting on
separate paths in the 19th century, the study of attention and action in psychology has been joined by the observation that both involve the selection of
targets. In this context, the term selection–for–action (as opposed to selection–
for–perception) was coined by Allport in the eighties [2]. Furthermore, the close
link between eye movements (which are actions) and attention has substantiated the view that attention and action influence each other [18, 7]. Pratt and
colleagues write: “The interaction of attention and action in the prioritization
of visual information and the planning of actions is so ubiquitous, so efficient,
and typically so successful that it guides our behaviors despite being in the very
deep background of awareness” [16]. Hence, the trajectory of the importance of
selection–for–action and similar concepts in psychology is mirrored (maybe with
some decades delay) in the technical domain of artificial attention systems. The
present paper contributes to the emerging action-oriented perspective on attention (extending on preliminary work presented in [10]). Whereas the usual focus
on selection–for–perception often leads to “images in, images out” approaches,
in which an (image-based) priority map is provided for consumption by subsequent perception processes, the present paper aims at establishing an “images in,
actions performed” version of attention, which directly results in robot behavior.
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Attention, Actions, and Direct Parameter Specification

Fig. 1. Overview of the proposed selection–for–action architecture. Arrows indicate the
flow of data between the components. Details are provided in the main text.

The proposed selection–for–action architecture is based on a cycle that buffers
the input, calculates attention to select low-level image structures, feeds these
into a set of classifiers, and uses their output to select and trigger predefined

actions. In addition, the attention system provides information about the targets
to parametrize the selected actions. A system overview is provided in figure 1,
and the data flow and processing stages are described in the following sections.
2.1

Gathering Images and Calculating Attention

Fig. 2. A| Frame from the middle of a short sequence. A ball rolls from right to left as
indicated by the white arrow. B| Exemplary frames of the sequence illustrate how the
frames are stacked to form a spatiotemporal processing volume. C| The GNG-based
graph structures within the pixel volume (pixels in the upper part hidden for better
visibility of the graphs). The orange neurons represent the ball and its motion. Faint
neurons belong to background objects. The angle between the white lines highlights
how moving objects differ from static ones in spatiotemporal volumes.

In step 1 (see figure 1) sensors collect data from the environment. In the
visual context of this work, cameras are used to gather color images. A chunk of
20 subsequent images is considered as spatiotemporal processing volume for the
attention calculation. Hence, in step 2 (see figure 1), low-level pre-attentional
structures are constructed within the processing volume by applying a modified
“Growing Neural Gas”-algorithm (GNG, [8, 21]), which is listed below as algorithm 1. The structures are connected groups of “neurons” that approximate
the topology of the objects (more precisely, homogeneously colored elements) in
the scene and they are used to calculate attention. The results of these computations can then be used even without forming an image-based priority map,
which motivates their use in the present action-centered paper. Similar methods have been used in [23–25], where image segmentation instead of the GNG
approach was used. The advantage of GNG over image segmentation is the convenient (and possibly task-depending) control of the computation time investment,
which is of particular importance in the present dynamic scenario: Depending
on the termination criteria (e.g., number of iterations), quick rough results or
more time-demanding accurate results can be generated. Figure 2 shows a result
which is sufficiently fine-grained but which was also generated sufficiently fast
for the tasks in the present study (the tasks are described below).

Algorithm 1 Pre-attentional structures via “Growing Neural Gas” in spatiotemporal image volumes. Distance measure δ adds Euclidean distances in (x,y), (t)
and (L, a, b), each normalized by maximum possible distance.
1: Place two neurons at random (x,y,t) positions.
2: repeat
3:
Draw sample σ at random (x,y,t) position.
4:
n1 ← neuron closest to σ according to δ(n, σ).
5:
n2 ← neuron second closest to σ according to δ(n, σ) with n 6= n1 .
6:
Increase age counters a of all edges e connected to n1
7:
Update properties p (x,y,t,L,a,b) of neuron n1 , moving it closer to the sample σ:
8:
p = p + β (σ − p)
9:
Similarly for the properties p of n2 , p = p + β (σ − p)
10:
If edge exists between n1 and n2 , set edge age a to zero. Otherwise, create edge.
11:
if iteration is a multiple of λ then
12:
nemax ← node with maximum local error.
13:
nnemax ← neighbor of nemax with maximum local error.
14:
Insert new node nn halfway between nemax and nnemax (connect with edges).
15:
nn ’s properties p are averages of those from nemax and nnemax .
16:
The local errors E of nemax and nnemax are reduced by multiplying them with
a parameter α < 1. The error of nn is set to the reduced value as well.
17:
end if
18:
Reduce local errors E of all nodes by multiplying their error with a para. β < 1.
19: until Maximum number of iterations (or other termination criteria) reached.

The attention components that are calculated are saliency (low-level image
contrasts in different feature dimensions; e.g., see [11]) and top-down activation (knowledge- and task-dependent components, such as biases toward specific
locations, features, objects, etc.; e.g. see [20, 22]). For the tasks performed in
the present study, bottom-up motion saliency and top-down color biases are of
interest. Hence, the calculations of these attentional components and feature dimensions are described here. In principle, however, further feature dimensions
can be considered in bottom-up and top-down contexts. The reader is referred to
the segmentation-based calculations in [3, 4, 24, 20] for bottom-up and top-down
attention of motion, color, orientation, elongation, symmetry, and size, which
can be performed analogously on the GNG-based pre-attentional structures (cf.
[21]).
The horizontal bottom-up motion saliency component ↑M S xt
i of preattentional structure P S i is calculated as
|P S|

↑M S ixt =

X min(|φxt (P S j ) − φxt (P S i )|, |φxt (P S i ) − φxt (P S j )|)
1
·
, (1)
◦
90
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where the subscript xt indicates the spatiotemporal domain with the spatial xand the temporal t-axis. Hence, φxt (P S i ) is the spatiotemporal angle of preattentional structure P S i in the xt-domain which is calculated as

φxt (P S i ) = (−1) · atan2(1, mxt ),

(2)

where mxt is the slope of a regression line fitted to the positions (x, t) of all
neurons in P S i . Then, the atan2 function is used to obtain the angle between
the regression line and the x-axis. These spatiotemporal angles enter equation 1,
in which differences between them are calculated. The differences are normalized
via division by the maximum possible angle difference of 90◦ .
The vertical bottom-up motion saliency component ↑M S iyt is calculated similarly, only exchanging the spatial x-axis with the y-axis.
A third component is ↑M S ie , saliency due to spatiotemporal expansion. That
is, objects are considered salient if their projection in the visual field expands
(typically, when they move toward the observer). To calculate this motion saliency
component, the GNG neurons are distributed into temporal bins (we use 4 bins
for the 20 frame volumes). A linear regression is fitted to estimate the slope
of the increase in neuron number over time. The saliency component ↑M S ie is
then calculated analogously to equation 1. Overall motion saliency ↑M S i is then
obtained as the average 31 (↑M S ixt + ↑M S iyt + ↑M S ie ).
The top-down color activation is calculated as the relative similarity of
the color of a pre-attentional structure, c(P S i ), and a predefined target color,
c(T ). For this calculation, the CIELAB color space is used. This color space
has the dimensions L, luminance, a, the red–green axis, and b, the blue–yellow
axis, mimicking the opponent-color organization of human vision. Furthermore,
equal distances in the color space are approximately equal to color differences
experienced by human observers. Due to these properties, CIELAB is a good
basis to compute the top-down color activation (it is also frequently used in
popular color-based bottom-up saliency methods, e.g. [1]).
We obtain top-down color activation ↓Ci of pre-attentional structure P S i as
↓Ci = 1 −

|c(P S i ) − c(T )|
,
∆m

(3)

where the numerator is the Euclidean distance between the L*a*b color vectors of
pre-attentional structure P S i and target T . Term ∆m represents the maximum
possible color distance. Hence, the highest activation is assigned to the structure
with the smallest L*a*b color distance.
Elements which are salient according to these measures provide the input
for the action classifiers. Different attention dimensions feed into different action
classifiers as explained in the next section.
2.2

Action Classification, Selection and Execution

In this step (figure 1 3 ), an ensemble of classifiers receives the output of the
attention system and each classifier decides whether or not to propose the execution of its associated action. This is best explained with examples matching
the test cases in our evaluation below, which uses a wheel-based autonomous
robot in a dynamic world: The “Dodge-Classifier” receives from the attention

system features of saliently moving objects. Based on these features, the classifier proposes whether or not it is required to execute motor commands to avoid
being hit by the moving object. Similarly the “Pass-through-Doorway-Classifier”
receives information from the attention system about candidate door frames via
the top-down stream. The top-down bias is tuned to favor elements that resemble
a predefined door frame template. The classifier decides whether the attended
visual information supports the action of driving straight ahead through a door
frame. In this work we used k-nearest-neighbors (and other methods, see figure 3)
to implement the classifiers. Table 1 shows the associated attention outputs, classification features, action types with parameters, and motor commands.
Why are several separate binary “go or no-go” classifiers used instead of a single multi-class one? Ensembles of classifiers are sometimes used to optimize the
classification performance (e.g., see [9]). However, in the present paper, several
practical points motivate the discreteness:
1. Separate classifiers can be trained individually for specific actions. Whereas
the immediate success of individual actions (e.g., dodge or approach potential
doorway) can be evaluated (a requirement for classifier training) easily, the
longterm success (e.g., survival, well-being, etc.) of conjoined actions is much
harder to quantify and evaluate.
2. New actions can be easily added to a system. Re-training the existing classifiers is unnecessary.
3. Several actions may be possible in parallel to each other. Hence a single
multi-class solution would have to consider the relevant combinations, which
harms the efficiency when the number of actions increases.
4. Based on prior knowledge of the system designer, the relevant features for the
individual decisions are fed to the respective classifiers. A “Dodge-Classifier”
does not have to bother with uninformative static features, which may be
relevant for other actions (see table 1).
The cost of this flexibility is the requirement of a unit that resolves conflicts
between different actions proposed by the classifiers. This component is called
“Action Control” in step 4 of figure 1. At this point, the component adheres to
the designer’s decisions, such as to give the dodge action priority over a drivethrough-doorway action. Similarly it prevents conflicting motor commands (such
as turn left vs. turn right) from simultaneous execution. In future work, the component could use machine learning, too, to acquire prioritization rules dynamically. The action control unit has a further task: It performs the direct parameter
specification (DPS) procedure to parametrize the action before execution.
The concept of DPS was introduced in cognitive psychology by Neumann [14].
In the traditional view, a stimulus is first perceived before a reaction to it can
occur. However, as Neumann writes, it was already recognized by 19th-century
psychophysicists in Wundt’s laboratory that the perceptual stage is sometimes
not included. Neumann summarizes these insights: “With simple, well-practiced
actions there is, however, the alternative possibility that the stimulus triggers the
motor response directly in a kind of short circuit” ([14], p. 211). In this view, the

Table 1. Stimulus–action mappings. The entries marked with * are hypothetical and
not implemented in the present paper.
Action type

Attention

Classification
features

Bottom-up
Spatial x-pos.,
motion saliency Sp.temp. orient.,
Sp.temp. expansion
Aspect ratio,
Top-down
Drivecolor influence Spatial x-pos.
through(with template
doorway
“red”)
Collect
Top-down
Symmetry,
power-up* color and
Size,
symmetry
Spatial x-pos.
influence
Take
Bottom-up
All spatial
picture*
overall saliency features
Dodge

Parameters
(for DPS)

Motor
commands

Sp.temp. orient. Back off left
∼ direction
or right (depend.
on direction)
Move towards
∼ point ahead

Forward motion
(toward point
ahead)

Move towards
∼ point ahead

Forward motion
(toward point
ahead )

Zoom in at
∼ focus point

Zoom in (at
focus point),
trigger snapshot

action is prepared and ready to be executed, only awaiting its target parameters,
or again in Neumann’s words, “sensory information can be used for the control
of action without perception as a mediating stage”. This directly parametrized
motor response for well-practiced actions is what he calls DPS.
Above we described a system that is trained to select actions based on cues
from the earliest stages of visual attention. These stages precede perceptual
stages at which object recognition and other high-level processes take place.
Hence, all that is needed now to execute the action in step 5 (see figure 1) is to
provide target information for the predefined motor commands: Where to move
to for dodging the object? In which direction to drive when specific attentional
cues occur? After avoiding a central perception stage when selecting the actions
to be performed, there is little incentive to include it now for producing the
target parameters. Instead, we follow Neumann’s concept of DPS and provide
parameters directly to the motor commands. The parameters are extracted from
the salient pre-attentional structures. Which of their features are useful parameters for an action depends on the action and is predefined by the designer of the
system (see table 1 for DPS features). For example, the spatiotemporal orientation (see equation 2) describes the speed and direction of motion. Therefore, it
can be used as a DPS for the dodge action, which depending on the parameter
quickly moves the robot out of danger backwards to the left or to the right. Note,
that the features that are used as parameters for the actions are not necessarily
the same as for the classification when selecting the action. For example, even
though a hypothetical “Look-at-Person’s-Face-Classifier” may propose its action
based on high symmetry and skin color, it would still be the location of the
stimulus which is required to turn the robot head toward the face.

To sum up, the steps in this section classify, prioritize, and initialize actions,
which are then performed by the actuators (figure 1 6 ). The actions can change
the environment or the robot position, providing fresh inputs to the sensors for
subsequent cycles.

3

Training, Evaluation and Results

The training of the action-classifiers (implemented via [15]) and the evaluation
of the system was conducted in a simulated dynamic environment (established
with Gazebo [12] and the Robot Operating System [17]). Two actions which
already have been mentioned, “dodge” and “drive-through-doorway”, were trained
independently as motivated above.

Fig. 3. A| Exemplary training environment and classification performance for the
dodge action and B| for the drive-through-doorway action. The bar plots show the
observed classification errors for different classifiers. From left to right: k NN(3), Random Forest, AdaBoost (see [15]). C| Simulated robot executing the dodge action. D|
Prototype of a continuous world to be used in future work.

In the dodge behavior, the robot backs off in a curve away from the incoming
object (cf. table 1). To train this action, the robot is placed in a room with
ramp and some random distractor objects (see figure 3A). From the ramp, balls
are released that roll roughly toward the robot. In each of 200 learning steps,
the ramp is placed at a random position and angle so that some balls will hit
the robot and some will not. Hits and misses are recorded. The features for the
classification are the spatial position and the spatiotemporal angle of element
with the highest motion saliency (see section 2.1).
The drive-through-doorway behavior is to be executed when a door frame
is centrally in front of the robot. To train this behavior, random distractor objects
or target door frames are placed in front of the robot. If the object was a doorway
that is successfully passed on approach, a positive outcome is recorded and
otherwise a negative one. The features for classification are the L*a*b color
values, the spatial position, and the ratio of width to height of the element which
is most important according to the top-down color activation (see section 2.1).

The performance is evaluated on new data (200 trials) individually for each
action. Both behaviors performed their actions successfully (see figures 3A and
B). The error rates of three classifiers (from [15]) that performed well are shown
in the figure. For the dodge task, the error frequency is below 3 % (average precision / recall: 92 % / 93 %). For passing the doorway, more false classifications
(error rate: ∼10 %; average precision / recall: 89 % / 96 %) occurred. These are
mainly driven by false positives. When the actions are executed in a dynamic
environment, falsely recognizing the doorway is often unproblematic: While approaching it, further input is gathered and further classifications are performed,
often correcting the false alarm before the object is reached.
The case in which both types of stimuli, moving balls and doorways, occur in
one dynamic environment is especially interesting. However, the overall success
in such a world is hard to quantify at this point. Therefore, we briefly report
our qualitative observations: In general, both behaviors are performed correctly
in such an environment. The success mostly depends on the action control unit
(see figure 1 4 ) that coordinates the actions in case of a conflict. One successful
conflict resolution is illustrated in figure 3C: Originally the robot approaches
the red doorway (triggered by the “Drive-through-Doorway-Classifier”). Then it
backs off performing the dodge behavior, because the action control unit prioritizes the proposal of the “Dodge-Classifier”. After successfully dodging the
ball, the robot “re-recognizes” the doorway and continues its earlier approach.
Interestingly, the robot also occasionally backs off when coming very close to
static obstacles, which may get salient based on the spatiotemporal expansion
measure. This reaction was not planned but nevertheless is useful to avoid coming to close to obstacles. To quantify the success of combined behavior in future
work, we developed a world with several stages connected through doorways. At
this point a good set of evaluation scores for this scenario is lacking. Furthermore, the longterm success in such a world also depends on the default behavior
which the robot performs when neither a doorway not a rolling ball is in the
visual field. Our preliminary tests indicate that a well tuned mixture between
broad exploration (e.g., turning the camera head) and stout forward motion in
the direction of the next stage must be found for a useful default behavior.

4

Discussion and Conclusion

It is probably unusual to start a discussion by pointing out what the work
is not about and what has not been presented in the paper. However, in the
present context, just this is required because there is some danger of taking a
misleading perspective. This work is neither about robot navigation nor about
reflexive obstacle avoidance, despite our prototypical implementation and test
scenarios may make it look like it was. Instead, we explored a framework that
links selective visual attention to simple actions, avoiding a central perceptual
stage that first integrates (different) low-level features to a focus of attention,
orients processes—such as object recognition or scene interpretation—toward it,
and maybe then initiates some deliberate actions. In addition to showing that

the perception-free approach is useful in general to solve basic tasks, several
interesting and beneficial aspects emerged: Because the contingency between the
visual signal and the action initialization is not explicitly defined but learned,
it automatically takes the embodiment of the system into account. Neither the
dimensions of the robot, its camera parameters, nor its driving speed need to
be modeled explicitly. Attentional selection ensures that relevant features in the
scene are learned, leading to a good transferability of the training. In preliminary
tests of the dodge behavior with a real robot (see figure 2), the actions were
successfully initiated. The attentional selection constitutes a main difference to
work such as [19], which also uses machine learning for action decisions but
considers the whole scene as input.
If the goal of the presented work is not to demonstrate the specific avoidance
and target-approaching behaviors, why have these been chosen for the tests?
The reason is that these behaviors can be supported by attentional selection,
providing an action-oriented default mode as starting point for more deliberate
behaviors. More than a century ago, Münsterberg wrote concerning the human
action–perception link that "[w]hen we apperceive the stimulus, we have as a
rule already started responding to it. Our motor apparatus does not wait for our
conscious awareness, but does restlessly its duty, and our consciousness watches
it and has no right to give it orders" ([13], p. 173, Neumann’s translation [14]).
As Neumann points out, this is an extreme view. It is probably limited to simple actions and often perception follows the immediate action. Similarly in our
technical scenario, perceptual processes can call in, suppressing, taking over, or
modifying the action-triggered behaviors. For instance, if an object is thrown
at a humanoid robot, a “Dodge-Classifier” triggered by the salient motion may
initiate to move out of the way. This is a good response for many objects approaching at high speeds. However, if a trailing perceptual process recognizes
the object as a light-wight ball (or and expensive vase), the robot may decide
to rather catch it by explicitly triggering the appropriate actions. If someone
alarmed the robot in advance about airborne ming porcelain, the action control
unit could have prepared an early (perception-free) catching behavior.
It remains for future work to show that this link with trailing perceptual
processes is feasible. Furthermore, situations where many competing simple actions are available must be tested. Admittedly, using only two actions, as in
the present experiments, demonstrates only the minimum possible selectivity.
Given the flexible architecture, the encouraging results reported here, and further preliminary tests (e.g., in natural scenarios), we see great potential in this
concept.
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