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Abstract. Image segmentation is required to run fast and without supervision to speed up subsequent processes such as object recognition or
other high level tasks. General purpose computing on the GPU is a powerful tool to perform efficient image processing and has been applied to
the image segmentation problem. However, state-of-the-art approaches
still perform parts of the computations on the CPU requiring costly data
exchange with the main memory. In this paper we suggest a fully unsupervised color image segmentation that runs completely on the GPU
including the calculation of region features. We compare our results to
a popular CPU-based and a recent GPU-based method and report a
computation time advantage.
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Introduction

Computer vision algorithms for autonomous systems are expected to work unsupervised and image segmentation is often used as an initial step to reduce and
abstract data for the subsequent processes, such as object detection or tracking.
This grouping and filtering of information can be established with a biologically
inspired concept of selective visual attention where relevant image portions are
determined by data-driven conspicuity measures and task relevance [3, 23]. Independent of such explicit notion of visual attention, image segmentation as an
initial step must be as efficient as possible.
With the increasing prevalence of GPUs (Graphics Processing Units) in general purpose processing, methods of image processing have been adapted to run
in parallel on the GPU. The SIMD (Single Instruction Multiple Data) paradigm
[13], which is present in GPUs and CPU extensions, requires the avoidance of
many different conditional branches driven by the input data handled by one
SIMD-unit. Additionally in GPUs, developers have to explicitly take care of
exploiting the fast but limited shared memory of a compute unit to obtain maximum efficiency.
For a review of image segmentation approaches we refer to the survey in [7];
in the following, we focus on approaches that utilize GPUs. Level Set and Active
Contours algorithms have been accelerated utilizing the GPU [6, 17]. These algorithms are typically used in medical image processing. Due to their many free
parameters they require user interaction and are thus not suitable for automated
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machine vision. Clustering-based methods have been suggested for unsupervised
segmentation on GPU. In [14] the Quick Shift algorithm [24] was applied to
image segmentation. Abramov et al. [2] implemented a segmentation based on
a clustering model from physics. K-means clustering, which can be applied to
the image segmentation problem, has been accelerated with the GPU. The approach in [19] made use of the graphic rendering pipeline, but with the introduction of general purpose programming models like CUDA [1] and OpenCL
[21] algorithms can be implemented in a more abstract way, decoupled from
the rendering pipeline. Such approaches have been proposed in [11], [15] and
[25]; however, the updating of the cluster centroids (see section 2.1) is at least
partially done on the CPU, requiring multiple expensive data transfers between
the GPU and main memory. To obtain disjunct spatially coherent regions from
clusters, an additional labeling step has to be performed. This can be done by
interpreting the image as a graph (mesh) and extracting connected components.
In the basic k-means clustering approaches [11, 15, 25] the labeling step is not
included. Only local connectivity is established in the Quick Shift variant from
[14], resulting in superpixels (over-segmentation). Labeling is done globally in
[2], but the calculation remains on the CPU. From the domain of graph theory, parallelized algorithms for connected components are available [16, 20] but
target general graphs.
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Fig. 1. Stages of the proposed method: 0 The bilateral filter smoothens homogeneous
areas (optional). 1 K-means clustering groups image points with similar colors (false
color visualization). 2 Local/global connected components are determined. 3 Region
features – such as average color – are calculated (optional).

In this paper, we suggest a color image segmentation based on a k-means clustering stage and a subsequent determination of connected components for meshes;
both are performed in a fully parallel fashion (Fig. 1 outlines the sequence of
stages). No data exchange with the host is required during the segmentation.
The proposed method outranks sequential segmentation on the CPU and
other current GPU approaches on parallel image segmentation. Furthermore, we
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outline how these methods can be applied to calculate certain region properties
within this framework on the GPU. We analyze the time complexity of the
algorithms and evaluate the execution time empirically.
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Algorithms and Data Structures

Before we describe the completely GPU-based image segmentation pipeline outlined in Fig 1, we briefly summarize the k-means clustering in section 2.1, as it
is the underlying concept we parallelize and use for grouping color space information in Stage 1 (see Fig. 1 1 and section 3.2). Furthermore, in this section
we explain the building blocks that are repeatedly used in the different stages
to implement the procedure on the GPU. The parallel sorting network Bitonic
Sort and the Segmented Scan operation are used in combination whenever certain occurrences – such as the number of pixels of each color in the k-means
initialization – are needed to be counted, or in the process of updating the cluster centroids by summing the color space position components of the member
pixels. These basic operations are also used in Stage 3 (see Fig. 1 3 and section
3.4) to obtain features of the regions, such as their average color. Bitonic Sort
is described in section 2.2 and Segmended Scan in section 2.3. The Union Find
structure is explained in section 2.4 and is used in Stage 2 (see Fig. 1 2 and
section 3.3) to reorganize the clusters into spatially coherent regions.

2.1

K-Means Clustering

In general, the heuristic k-means algorithm [5] can be used to solve the clustering
problem of data points in Euclidean space. Given a number of clusters k, the
goal is to assign (denoted by ri,c ) the n data points xi to clusters c with centroids
µc , so that equation 1 is minimized:
n X
k
X
ri,c kxi − µc k2
i=1 c=1

where ri,c =


1

: c = arg min kxi − µj k2

0

: else

1≤j≤k

(1)

In the k-means algorithm (Algorithm 1), data points are assigned to the clusters
and then the cluster centroids are updated. Every data point is assigned to the
closest cluster and the new centroid is the (possibly weighted) average of the
member data points. This k-means iteration is repeated until there are no more
changes in the cluster centroid positions, i.e. until convergence occurs.
K-means can be applied to the image segmentation problem [8]. Due to
the fact that the assignments of data points to clusters are independent from
one another, it is well suited for parallelization [11, 25]. In this paper, we also
parallelize the re-computation of the cluster centroids on the GPU (see section
3.2).
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Algorithm 1 K-means algorithm
// Convergence criterion; µc denoting the current and µ̂c the previous centroid of cluster c
until µc = µ̂c ∀c ∈ {1, ..k} do
µ̂c ← µc ∀c ∈ {1, ..k}
// Phase 1: Assign data points to clusters
for each data point xi do
cluster[xi ]← arg min kxi − µj k2
1≤j≤k

// Phase 2: Update cluster centroids
for each cluster P
centroid µc do
1
x with M = {xi : cluster[xi ]=c}
compute |M
|
x∈M

2.2

Bitonic Sort

Bitonic Sort [4] is a sorting method of complexity O(n · log 2 n) in a sequential
execution which is rather slow compared to other comparison-based algorithms,
such as Merge Sort (O(n · log n)). However, in contrast to these, Bitonic Sort
is well suited for parallel execution on the GPU’s SIMD architecture, as the
algorithm performs comparisons in an order independent from input values. Only
O(log 2 n) steps are necessary in a parallel execution with n processing units.
2.3

Segmented Scan

The Scan operation can be understood as a generalization of the Prefix Sum operation performed on an array. The Prefix Sum turns an array A = [a1 , a2 , . . . , an ]
Pi
into an array B = [b1 , b2 , . . . bn ] with bi = j=0 aj . After this, the right most
element contains the sum of all elements in the initial
L array. The Scan operation
executes arbitrary binary associative operators
in this fashion. Segmented
Scan performs Scan operations conditionally considering a head flag that identifies a segment of the data, for example all values that belong to the same cluster.
Segmented Scan is illustrated in Fig. 2. We use a Blockwise Segmented Scan as
suggested in [18], which is tailored for the GPU architecture and utilizes the fast
shared local memory. O(n) sequential steps are required which can be performed
in O(log n) in parallel.
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Fig. 2. Illustration of a Prefix Sum calculated with Segmented Scan.
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2.4

Union Find

The Union Find data structure [9] is used to represent disjunct sets as trees,
organized as an indexed array and every element has a parent associated. Each
set has a root, an element which can be reached tracing the parent relations
from every member of the set. The root is its own parent (see Fig. 3).
Three operations are defined for the Union Find structure. MakeSet(x) produces a set that only contains a single element x; Union(x,y) merges the set
that contains x with the set that contains y and Find(x) returns the root of the
set containing x. The central Find operation can be calculated more efficiently
when the path to the root is compressed, which leads to an average runtime of
O(log n) for this operation.
These operations can be used to determine the connected components in a
graph representation of an image on the GPU as shown in section 3.3.
0 1 2 3 4 5 6 7 8 9

0 1 5 3 4 1 8 3 8 9

{0}, {1,5,2}, {3,7}, {4}, {8,6}, {9}

Index
Parent Index

Corresponding Sets

Fig. 3. Example of the Union Find structure, with the root of each set printed in bold.
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The proposed segmentation algorithm

The proposed method consists of two main stages, clustering and the connecting
( 1 and 2 in Fig. 1). A preprocessing (Fig. 1 0 ) can be added to improve the
results and a stage trailing the main stages can calculate region features in a
parallel fashion (Fig. 1 3 ). Within each stage the processing is done in parallel
and between the stages no transfer between the GPU program and the host
program on the CPU is required. In this section we describe the stages in the
order the data pass through them.
For each step, we state the time complexity dependent on the parameters
given in Table 1. In Table 2, we summarize the runtimes and include a simplified
overall complexity (O(log2 n)) that only depends on the image size, disregarding
typically small and fixed parameters (see “Common range” in Table 1).
3.1

Stage 0: Preprocessing

We implemented a bilateral filter [22] on the GPU and used it as an initial step
to enhance homogeneity of areas which are only weakly textured (often due to
noise) and keep the contours intact. The CIELAB colorspace 1 is advantageous
1

CIE: Commission Internationale de l’Eclairageis.
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Parameter
Common range
n
Image size in pixels
w
Kernel size of the bilateral filter in pixels
4×4
ipre
Number of iterations of the bilateral filter
5
k
Number of clusters
< 1024
ikM
Number of k-means iterations
3
F
Number of elements in the (reduced) color space 215
Table 1. Parameters considered in the formal runtime analysis. In our tests we used
the parametrization given in the row “Common range” for different images sizes.

Phase
Sequential execution Optimal parallel execution
Preprocessing
O(n · w · ipre )
O(w · ipre )
k-Means initialization O(n · log2 n)
O(log2 n)
k-Means iterations
O(ikM · F · (log2 F + k)) O(ikM · log2 F + k)
Connected components O(n · log n)
O(log2 n)
2
Region features
O(n · log n)
O(log2 n)
Overall (simplified) O(n · log2 n)
O(log2 n)
Table 2. Summary of time complexities of the different stages. “Overall (simplified)”
considers the image size only, disregarding typically small and fixed parameters. For
the optimal parallel execution n workers are assumed, while the complexity in practice
is that of the sequential execution divided by the number of workers.

for the filtering [22] and also for the segmentation as the magnitude of change in
any direction has a similar perceptual importance which leads to a visually more
pleasing result. Therefore, we perform a color space conversion to CIELAB, prior
to the filtering on the GPU. The complexity of this stage is O(n · ω · ipre ) in
sequential and O(ω · ipre ) in maximum parallel execution.
3.2

Stage 1: GPU-based K-Means Clustering

A k-means clustering as described in section 2.1 is executed in this stage. For
this process, initial cluster centers are required. We determine their number and
color space position based on samples drawn in equal intervals from the image.
When a sample pixel has a similar color (below a certain color space distance) as
an existing candidate, the exiting candidate is replaced by the weighted average
of itself and the new candidate. The positions of the resulting cluster centers are
updated in the k-means procedure.
To initialize the data for a parallel k-means computation we quantize the
color space (this gives an additional speedup and good results with quantization
exponent Q = 5) and compute the weight attribute weight[xi ] for every point xi
in this reduced color space. This is done by performing Bitonic Sort with regard
to the color, summing the occurrences with Segmented Scan and then in parallel
assigning the results to the weight[xi ] (see Algorithm 2). Fig. 4 depicts these
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steps. The asymptotic runtime of this initialization depends on the image size n
with O(n · log 2 n) in the sequential case and O(log 2 n) when n processing units
work in parallel.
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Fig. 4. Illustration of the k-means initialization.

Algorithm 2 K-means initialization
// Phase 1: Color quantization with quantization exponent Q
for each pixel p in image I do in parallel
L0 [p] ← L[p] · 2−Q
a0 [p] ← a[p] · 2−Q
b0 [p] ← b[p] · 2−Q
// Phase 2: Compute weights of the color values
// Let SCcolor∗ denote that the sorting criterion (SC) is the reduced color value
BitonicSort(I, SCcolor∗ )
SegmentedScan(I, SCcolor∗ , O = {weight+ })
// Phase
P 3: Initialize reduced color space
// Let
xi weight+ denote the resulting weight for the reduced color xi .
for each data point
P xi do in parallel
weight[xi ] ←
x weight+
i

After the initialization, a fixed number of k-means iterations is executed. Fixing
the number of iterations in advance avoids costly communication between the
GPU and the host which is otherwise required to check convergence criteria. The
clustering is performed on the reduced color space as listed in Algorithm 3, so
this stage does not depend on the image size. Color space points are assigned in
parallel to the nearest cluster centers. Then Bitonic Sort is performed with the
cluster membership as a sorting criterion followed by Segmented Scans operating
on L0 , a0 , b0 and the weights. The updated cluster centroids are then calculated
as the weighted average of the color points assigned to the cluster (see Algorithm
3).
The runtime of the k-means stage is given by number of iterations ikM , the
size of the (quantized) color space F and the number of clusters k  F as
O(ikM · (F · k + F · log 2 F )) where the F · k is caused by the assignment of data
points to clusters and F · log 2 F by the recalculation of the cluster centroids. In
maximum parallel execution, the runtime is reduced to O(ikM · (k + log 2 F )).
After the k-means clustering similarly colored pixels are grouped; however,
they are not necessarily connected in the image.
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Algorithm 3 K-means iterations
until µc = µc0 ∀c ∈ {1, ..k} do //Convergence criterion
µc0 ← µc ∀c ∈ {1, ..k}
// Phase 1: Assign points to clusters. The xi denote the colors in the reduced color space
for each color point xi do in parallel
cluster[xi ]← arg min kxi − µj k2
1≤j≤k

// Phase 2: Update centroids. SCcluster indicates cluster assignment as sorting criterion (SC).
BitonicSort(X, SCcluster )
// The array ⊕ denote the arrays and operators
0

0

0

SegmentedScan(X, SCcluster , O = {L+ , a+ , b+ , weight+ })
P
// Let
c array + denote the resulting sum for an array for cluster c
for each cluster centroid µc do in parallel
P
P 0 P 0 T P
0
1
·
compute µc ←
weight
c b+
c a+ ,
c L+ ,
+

c

3.3

Stage 2: GPU-based Connected Components

To determine which image points belong to spatially coherent regions, an undirected graph is constructed in which every pixel corresponds to a node with
the cluster membership and the index of its parent associated. The purpose of
Algorithm 4 is to merge adjacent nodes when they belong to same cluster. After
executing the algorithm, all pixels of the same cluster in the spatially coherent
region share the same parent which is also the root node of a Union Find structure (see section 2.4). Conflicts have to be avoided when the parent index is
updated in parallel. Fig. 5 (a) shows a possible conflicting situation, when nodes
of set A and B are to be merged with set C at the same time. For nodes from
both sets, the parent of C would be set to the root of set A and to the root of
set B concurrently. Our algorithm avoids this by performing the merging rowand column-wise such that each node is only involved in one column or row at
the same time.
(a)

(b)

A
C

B

A

C

...
B
west

east

Fig. 5. Possible conflicting situations when merging in parallel.

Fig. 6 illustrates the algorithm. Initially, every node is in its own set and the
first column/row is used as a starting point for merging. In the first iteration,
the algorithm tries to merge the nodes of every second column with their eastern
neighbor in parallel. To avoid the conflict shown in Fig. 5 (b), it first tries to
merge from east to west and if that fails the algorithm merges from west to east.
We do not have to consider other conflicts between nodes of different columns
since each node is only involved in the merging of one column and its neighboring
column at the same time. The rows are handled likewise. In the next iteration,
the starting point is set to the first unused column (this is one in the second
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iteration and three in the third) and then the offset between considered columns
and rows is doubled (every fourth row in the second iteration and every eighth
in the third). The algorithm terminates when all columns and rows have been
considered for merging.
In our implementation, we use one kernel in a local step to process the small
blocks (when i is low) that fit into the fast shared memory of the compute units.
In a subsequent global step, we execute kernels for every j-l pair of the loops
over the remaining rows and columns, respectively.
Non-coalesced memory accesses can happen if the processing elements of
a compute unit try to merge different regions. It is then not possible to take
advantage of the broadcast mechanism that usually combines the read requests
to a single read operation of that memory cell. The number of non-coalesced
memory accesses depends on the actual input image; it is low for images with
large regions and higher for images with many small irregular regions. Moreover,
by the path compression in the Union Find data structure (see section 2.4) and
by doubling the step value i the number of accessed memory cells is kept at a
low logarithmic value with regard to the image size. However, in practice this
stage accounts for only about 10 % of the total run-time of our method.

Fig. 6. Illustration of the connected components algorithm.

The algorithm has a runtime of O(n · log n) in the sequential case and O(log2 n)
in the parallel case, since a single Find operation costs O(log n) and we have
O(log n) iterations of the outer loop.
3.4

Stage 3: GPU-based Region Feature Computation

Different region features can be calculated similar to the initialization phase of
the k-means algorithm (see section 3.2). The generic pattern is to use Bitonic
Sort on the region membership and then perform a Segmented Scan with an
associative binary operator working on the data required for the wanted feature.
To calculate the average region color, for example (as illustrated in Fig. 1 3 ),
a Segmented Scan that sums the values in each color channel and the number
of pixels in the region would follow the Bitonic Sort. Another example is the
calculation of the region bounding boxes which can be done by executing Segmented Scan with maximum and minimum operators on the pixel coordinates.
In our ongoing work to enhance a region-based attention system by replacing
sequential with parallel segmentation, we also used this pattern for computing
more complex region features such as 2D central moments. With O(n · log 2 n)
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Algorithm 4 Connected Components for the image graph
f irst ← 0// starting point
i ← 1// step between columns and rows
while i < max(w, h) do // w and h denote width and height of image I
for j ←f irst to h by step i do in parallel
for l ← 0 to w do in parallel
// Find root and compress path with Find(I(x,y) ). I(x,y) is the pixel/node at position (x, y)
rootCurrent ← Find(I(l,j) )
rootNbrEast ← Find(I(l+1,j) )
// Union both sets if pixels belong to the same cluster and sets are disjunct
if cluster[rootCurrent]=cluster[rootNbrEast]
and rootCurrent6= rootNbrEast then
parent[rootNbrEast] ← rootCurrent
rootNbrEast ← Find(I(l+1,j) )
if rootCurrent6= rootNbrEast then
parent[rootCurrent] ← rootNbrEast
end for
end for
for j ←f irst to w by step i do in parallel
for l ← 0 to h do in parallel
. . . (analog to above)
end for
end for
i←i·2
f irst ← i − 1
end while

(sequential) and O(log 2 n) (optimal parallel), the runtime of this stage is the
same as for the k-means initialization.

4

Evaluation

To show the quality and characteristics of the segmentation result, we visualize
it for the images in Fig. 7. A random color visualization that emphasizes the
region boundaries and a visualization with region average colors is shown in
Fig. 8. The results were obtained with our method, a popular graph-based CPU
method [12] (as a reference for segmentation quality) and a GPU-based Quick
Shift [14] (their implementations were available online and we used them for the
empirical comparative runtime analysis described below).
When their original size differed, the images were scaled to 512 × 512 and
we used default parameters of the algorithms’ implementations. All results show
over-segmentation with regard to coherent surfaces or objects, as color is the
only homogeneity measure used. Quick Shift shows over-segmentation in very
homogeneously colored areas. This can be modulated with parameters σ and
ρ (see [14]), but with increasing region sizes heavy under-segmentation occurs.
The graph-based algorithm and the proposed method shows small fragments
in rough or textured areas and over-segmentation where strong gradients are
present and around some object contours. The Quick Shift results could be
cleaned up in a post-processing by connecting similarly colored super-pixels,
whereas for the proposed method small regions can be removed or merged. In
the depicted results, we kept small regions, but they can be easily filtered out
on the GPU by adding a region size threshold.
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(a)

(b)

(c)

(d)

Fig. 7. Input images used for evaluation. Image (a) is taken from [14], (b) to (d) from
the PASCAL-2007 dataset [10].

In order to evaluate the computational performance of our method, we segmented
100 images of the PASCAL-2007 database [10] at multiple resolutions with our
method and the methods from [12] and [14]. For the experiments we used a
PC with a four-core 2.66 GHz Intel Xeon W3520 CPU with 4GB main memory
and a GeForce GTX 580 (3GB memory). We report the mean runtimes for
the different resolutions in Fig. 9. Only for the lowest resolution (64 × 64) the
sequential CPU-based method is the fastest (2.68 ms); for all other resolutions
our method is the fastest. These results compare well with other state-of-the-art
approaches. The proposed method appears to be almost twice as fast compared
to results reported for the GPU-based approach in [2] which was tested with
similar resolutions (note that they used an NVIDIA GeForce GTX 295 with an
older and less efficient architecture).

5

Conclusion

We proposed a GPU-based image segmentation based on a parallel k-means clustering and a novel GPU approach to determine connected components in a graph
representing the image. All stages of segmentation utilize the GPU and no data
exchange with the CPU is required. The appearance of the result is similar to the
popular graph-based method from [12]. We analyzed the runtime formally and
performed empirical tests on 100 images showing that our method outperforms
the state-of-the-art GPU Quick Shift variant. Furthermore, our framework is
highly extensible as all kinds of region features can be calculated in parallel as
outlined in section 3.4.
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